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Abstract — The volume of energy loss that Brazilian electrical 
utilities have to deal with has been ever increasing. Electricity 
distribution companies have suffered significant and increasing 
losses in the last years, due to theft, measurement errors and other 
irregularities. Therefore there is a great concern to identify the 
profile of irregular customers, in order to reduce the volume of 
such losses. This paper presents a combined approach of a neural 
networks committee and a neuro-fuzzy hierarchical system 
intended to increase the level of accuracy in the identification of 
irregularities among low voltage consumers. The data used to test 
the proposed system are from Light S.A., the distribution company 
of Rio de Janeiro. The results obtained presented a significant 
increase in the identification of irregular customers when 
compared to the current methodology employed by the company. 

Keywords— neural nets, hierarchical neuro-fuzzy systems, 
binary space partition, electricity distribution, fraud detection. 

1 Introduction
Commercial electricity loss due to irregularities (energy 
theft and measurement errors) reach about R$ 5 billion a 
year in Brazil, which is around 5% of the total amount spent 
in energy consumption. A great part of that loss occurs in 
the area operated by Light S.A.: 3.8 million customers in 28 
cities in the state of Rio de Janeiro. Electricity bills are, in 
some cases, up to 17% more expensive than they should be, 
so as to compensate for energy thefts and other fraudulent 
practices [1]. 

The company makes use of heuristics to indicate a set of 
low voltage customers who may practice some kind of 
irregularity. This set of customers, initially classified as 
suspects, is then analyzed by an expert, who selects a certain 
number to be directly inspected. The inspection is 
performed by an employee that visits each residence to 
confirm (or not) the irregularity. Based on this simple 
approach, Light S.A. has reached a low identification rate. It 
is evident that the adopted procedure is not effective and 
that a more accurate system must be developed. 

Some researches have already tackled this problem, 
confirming the difficulty of correctly identifying irregular 
consumption. In [2], Rough Sets have been used to fraud 
detection among electrical energy consumers. The results 
obtained are promising but accuracy is still low (around 
20%) due to the presence of noisy information in the 
company's database. In [3] and [4] a similar approach is 
presented, where only past consumption information is 
considered in the analysis. Due to the temporal nature of the 
data, time series analysis methods [5] are applied in order to 

get new invariant characteristics. However, other relevant 
variables, such as information about the measurement 
device and the average temperature are not considered.  

This paper describes a new intelligent methodology, 
based on neural networks and fuzzy systems, that takes into 
consideration historical consumption as well as other 
important variables. The main objective is to increase the 
accuracy level when identifying irregular low voltage 
consumers, selected from a group of suspicious clients.  

The proposed methodology is composed of two basic 
modules: Filtering and Classification, the former comprising 
an ensemble of five artificial neural networks, while the 
latter consists of a Neuro-fuzzy Hierarchical System [6]. In 
the Filtering module, each neural network indicates whether 
customers are suspected of irregularities or not. As in any 
ensemble-based methodology, the use of a committee of 
neural networks aims at improving accuracy by producing a 
consensus decision that is potentially more accurate than 
individual neural networks [7]. The Filtering Module was 
developed to better extract actual normal and irregular 
customers for training the Classification Module. This 
module is introduced in the expectation of improving even 
further the detection of irregularities. It should be noted that 
the database contains untrustworthy data, due to incorrect 
information filled in by some visiting employees. 

The paper is organized in four additional sections: 
Section 2 describes the current methodology used by Light 
S.A. for detecting irregularities, Section 3 describes the 
proposed methodology, Section 4 presents the case studies 
considered, and, finally, Section 5 concludes the work. 

2 Current Methodology for Fraud Detection 
Currently, Light S.A. makes use of diverse methodologies 
for selecting low voltage customers that present irregularity 
indications. The Quarterly Indicator methodology consists 
of comparing the past three months' consumption. The 
Annual Indicator consists of evaluating clients' consumption 
during the last 24 months. The Adjustment Factor 
methodology compares last month consumption to that in 
the corresponding month of the preceding year. Finally, the 
Tendency Factor methodology consists of comparing 
clients' previous month's consumption with that expected in 
the present month. In all cases, if the reduction in 
consumption is higher than expected, the client is 
considered a suspect. 

All customers identified by those methodologies form 
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the set of suspects, which is analyzed by an expert; some are 
then recommended for direct inspection. Through this 
methodology, Light has attained an average Positive 
Predictive Value (PPV) of 25%, which is the proportion of 
proven irregular customers among all those who have been 
classified as suspects of some irregularity and have been 
inspected. Table 1 shows a typical confusion matrix [8] for 
a two-class problem (normal and irregular consumers). 

 
Table 1: Suspected x Inspected Customers 

System Output Inspection Result 
 Irregular Normal 

Irregular A B 

Normal C D 
 

The PPV is computed by:  

BA
APPV ��  

3 Proposed Methodology 
The methodology proposed in this work consists of three 
basic modules: Pre-Processing and Normalization, Filtering 
and Classification.  

The whole methodology is shown in Fig. 1. Fig. 1a 

shows the system's configuration used during the learning 
phase, which contains all three modules; Fig. 1b, on the 
other hand, presents a simpler configuration, used for the 
recall phase, which does not include the Filtering Module.  

The first module, present in both training and recall 
phases and called Pre-processing and Normalization, is 
where all attributes are selected, normalized and coded.  
It should be pointed out, however, that the available 
inspection database is, unfortunately, very noisy, containing 
unreliable information due to (intentional or not) incorrect 
indication of an irregular consumer as a normal one during 
inspection. Therefore, to create a more reliable database for 
training the Classification Module, a Filtering Module was 
conceived.  

The Filtering Module makes use of a committee of five 
neural networks, which select irregular and normal 
consumers that better characterize the two different classes. 
The resulting filtered database is then employed for training 
the Classification Module, which eventually identifies a 
customer as normal or irregular. Therefore, future 
classifications of customers (recall phase) will employ only 
the Pre-processing and Classification modules. The Filtering 
Module is only necessary if the system needs to be 
retrained. 

 
Figure 1(a): Complete methodology of the Learning Phase – Pre-processing, Filtering and Classification 

 

Figure 1(b):  Methodology for the Recall Phase - Pre-processing and Classification modules. 
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The following sub-sections present in more detail 
each of the modules. 
3.1 Pre-Processing and Normalization Module 
The data pre-processing module is composed of the 
following phases: selection of attributes, data cleaning 
and normalization. The database contains general 
information on both commercial/industrial and residential 
consumers in the so-called East Regional of Rio de 
Janeiro. It is well known that the behaviours of 
residential and non-residential clients are very distinct. 
Therefore, the database was divided into residential and 
non-residential clients, resulting in a specific Module for 
each class of clients.  

After the evaluation of the entire available attributes, 
those which refer to customers' consumption for the last 4 
years were selected, as well as some attributes that 
characterize the installation made at the consumer unit. 
Table 2 presents the attributes selected in this phase. 
 

Table 2: Attributes selected from the database 

Attribute Description 

Local Consumer Unity Identification 
code  

Inspection date Date when the inspection was 
made 

Related Month Month used as a reference. 
Previous month to the inspection. 

Origin Main reason for the inspection 
Measurer Measuring device identifier 
MonoBiTri Indicates if the installation is 

mono, bi or triphasic 
Consumption 
irregularity code 

Last detected consumption 
irregularity 

Reading 
irregularity code 

Last confirmed  reading 
irregularity 

Month 
consumption 

Consumer unity consumption 
during the related month 

Previous year 
consumption 

Registered consumption one year 
before the related month 

Quarterly 
Indicator 

Variation in the past three 
months' consumption, one by one 

Adjustment 
Factor 

Variation from the current month 
consumption to the same month 
from the previous year 

Annual Indicator Clients' consumption during the 
last 24 months 

Tendency Factor Clients' previous month's 
consumption with the 
consumption expected in the 
present month  

Fraud indicator Indicates whether the inspector 
found an irregularity or not 

The first three attributes in the database identify, 
respectively, the installation where the inspection was 
made, the date of inspection and the month used as a 
reference for data acquisition. Those three attributes are 
presented only to identify consumer registers and are not 
used as inputs to the system. The five following attributes 
describe in detail the technical aspects of the installation 

and the customer's behavior. These are nominal 
attributes, coded as follows: 
Origin – 60 different origins, divided into 4 classes 
(encoded in 2 binary inputs): 

1. Intelligence: information extracted from the 
database 

2. System: automatically identified information by the 
system of Light S.A 

3. Report: complaints made by other customers or 
readers 

4. Grouping: inspection without fraud suspicion 
Measuring device – 90 models of measuring devices, 
grouped in 6 classes (encoded in 3 binary inputs): 

1. MMD – direct mechanical measurer  
2. OMMD – direct mechanical measurer (obsolete) 
3. MMI – indirect mechanical measurer  
4. OMMI – indirect mechanical measurer (obsolete) 
5. MED – direct electronic measurer  
6. OMED – direct electronic measurer (obsolete) 

MonoBiTri – three different classes: monophasic, 
biphasic and triphasic (encoded by 2 binary inputs). 
Reading Irregularity Code and Consumption Irregularity 
Code – coded in such a way that if one customer presents 
any kind of irregularity, his attribute will be 1; otherwise, 
it is zero. 

The next six attributes – consumption in a given 
month, previous year consumption and the indicators 
explained below – define the consumption profile of the 
customer. Since these are numerical attributes, they have 
been normalized through: 

MINMAX

MAX
NORM vv

valuevvalue
�
�

�  

where value is the attribute to be normalized, NORMvalue  

is the normalized attribute, MAXv  is the maximum 

attribute value registered in the last two years and MINv  
is the minimum attribute value registered in the last 2 
years. 

Four additional indicators have been computed from 
the monthly consumption information of each customer: 
three-months moving average, six-months moving 
average, last 12 months average and the previous year 
average (from the 24th previous month to the 12th 
previous month).   

The Fraud Indicator attribute provides the result of 
the inspection, and indicates if any irregularity was 
found. This attribute was used as output (target) in 
training. 

Finally, the following variables were also added to the 
set of attributes: minimum and maximum monthly 
temperatures, according to the customer's geographic 
area, and the amount of consumption of all customers in 
the month under analysis. 
All data have been filtered (spurious data, redundant and 
incomplete were eliminated) and normalized [9]. 
Through normalization all attributes present the same 
interval of variation, which is important for training. 
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3.2 Filtering Module 
As already mentioned, the available database is rather 
noisy, due to some unreliable information in the Fraud 
Indicator attribute. In order to extract patterns from the 
database that are more reliable examples of actual normal 
and irregular customers, the Filtering Module was 
proposed. This consists of a committee of five neural 
network, all of them Multi-Layer Perceptrons (MLP) 
[10][11], with 21 inputs, one hidden layer and one neuron 
in the output layer, with sigmoidal threshold function 
(Fig. 2). The output neuron represents two classes: 
irregular customers (measurement or technical 
irregularities) and normal customers (those who do not 
show any irregularity).  

 
Figure 2:  MLP Neural Network topology with one output 

 
As the network output is a continuous value between 

zero and one, a threshold level of 0.5 was defined so as to 
distinguish irregular (output value � 0.5) from normal 
customers (output value < 0.5). It should be mentioned 
that different threshold limits, between [0.3, 0.8] with 
steps of 0.05 were also evaluated, but the best 
performance has been achieved for 0.5. 

The complete database is divided into five disjoint 
sets in order to train each of the networks that form the 
committee. After training, the complete database is 
processed by the neural networks.  The selection of more 
reliable training patterns (filtering process) is carried out 
as follows: a pattern that is labeled as irregular in the 
dataset and is indicated by three or more votes in the 
committee evaluation as also irregular is taken as a 
positive true pattern, that is, a customer that actually 
characterizes an irregular pattern. On the other hand, 
patterns specified as normal in the database and indicated 
by at least three votes from the committee as being 
normal are called negative true patterns. These patterns 
are then considered as reliable examples of normal 
customers (see Fig. 3).  
 

 
Figure 3:  Limits for the Filtering Committee 

 

A new filtered database is then formed, containing all 
positive and negative true patterns, which will then be 
used for training the Classification Module. The 
positively false registers (those normal patterns that 
receive three or more votes as being irregular from the 
committee) and the negatively false registers (irregular 
patterns that receive at least three votes as being normal) 
are discarded as noisy patterns and are not used to train 
the Classification Module.  
3.3 Classification Module 
As mentioned above, the main difference between this 
and the filtering module is the database used for training. 
Now only the filtered database, obtained from the 
filtering module, is used to adjust the classifier 
parameters. Once training is completed, the Classification 
Module is ready for use with new input patterns. In this 
phase, the Filtering Module is no longer necessary (see 
Fig. 1b), and will only be used again if retraining 
becomes necessary. 

The structure used in this stage is a Hierarchical 
Neuro-fuzzy with Binary Space Partition (BSP) system 
[6] [12], briefly described below. 
Hierarchical Neuro-Fuzzy Systems have been devised to 
overcome limitations of traditional neuro-fuzzy systems, 
which in general have a limited capacity for creating their 
own structure and rules. Additionally, most of the models 
employ grid partition of the input space, which, due to 
the rule explosion problem, are more adequate for 
applications with a smaller number of inputs. When a 
greater number of input variables are necessary, the 
system's performance deteriorates.  

The Neuro-fuzzy Hierarchical BSP (HNFB) system 
used here makes use of basic cells. An HNFB cell is a 
neuro-fuzzy mini-system that performs fuzzy binary 
partitioning of the input space. The HNFB cell generates 
a crisp output after a defuzzification process. Fig. 4 
illustrates the cell's functionality, where x represents the 
input variable, �(x) and µ(x) are the membership 
functions low and high, respectively, which generate the 
antecedents of the two fuzzy rules, and y is the output. 
The linguistic interpretation of the mapping implemented 
by the HNFB cell is given by the following rules:   

� If x � � then y = d1 

� If x � µ then y = d2

x (input)

x

x

��

1d
2d 	  y

(output)
(consequents)  

Figure 4: Neuro-Fuzzy BSP cell 
 

Each rule corresponds to one of the two partitions 
generated by BSP. Each partition can in turn be 
subdivided into two parts by means of another HNFB 
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cell. The profiles of membership functions �(x) and µ(x) 
are complementary logistic functions.

The output y of an HNFB cell (defuzzification 
process) is given by the weighted average. Due to the fact 
that the membership function �(x) is the complement to 1 
of µ(x), the following equation applies: 

   21 *)(*)( dxdxy �� ��    or   i
i

idy 	
�

�
2

1


  

where 
i symbolizes the firing level of the rule in 
partition i and are given by 
1=�(x) and 
2=�(x). Each di 
corresponds to one of the possible consequents below: 

� A singleton: di = constant. 

� A linear combination of inputs:  0
1

wxwd k

n

k
ki �	�

�
 

where: xk is the k-th input, wk represent the weight 
associated with input xk, n is the total number of 
inputs and w0 is a constant value. 

� The output of a generic cell j: di =yj 
The HNFB model may be described as a system that 

is made up of interconnections of HNFB cells, as 
illustrated in Fig. 5, along with the respective partitioning 
of the input space. In the system presented in Fig. 5, the 
initial partitions 1 and 2 (‘BSP0’ cell) have been 
subdivided; hence, the consequents of its rules are the 
outputs of BSP1 and BSP2, respectively. In turn, these 
subsystems have, as consequents, values d11, y12, d21 and 
d22, respectively. Consequent y12 is the output of the 
‘BSP12’ cell. The output of the system in Fig. 3(b) is:  

)(

))((

222221212

1221221211211211111

dd

dddy













�

����
 

Although each BSP cell divides the input space only 
into two fuzzy sets (low and high), the complete HNFB 
architecture divides the universe of each variable into as 
many partitions as necessary. The number of partitions is 
determined during the learning process. In Fig. 5, for 
instance, the upper left part of the input space (partition 
12) has been further subdivided by the horizontal variable 
x1, resulting in three fuzzy sets for the complete universe 
of discourse for this specific variable. 

The training algorithm makes use of the gradient 
descent method for learning the structure of the model 
and, consequently, linguistic rules. The parameters that 
define the the membership functions of the antecedents 
and consequents are regarded as fuzzy weights of the 
neuro-fuzzy system.  

A tuning parameter �, called decomposition rate 
prevents the structure from growing indefinitely.  

4 Experimental Results 
This section presents the results obtained for Filtering, 
the Neural Networks Committee, and Classification, 
performed by the HNFB system. 
4.1 Filtering 
After processing the selected data three databases were 
obtained. These were composed of 4159 customers with 
non technical irregularity, 3754 customers with technical 
irregularity and 14405 normal customers. 

Data were divided into Training, Validation and 
Testing databases. Training and Validation sets refer to 
the period between September 2002 and June 2006, with 
the exception of February and March 2006. The data for 
these two months, together with those for July and 
August 2006 were used to form the test set. These months 
were selected to evaluate the system’s performance in 
different seasons (summer and winter in the southern 
hemisphere). Due to the unbalanced characteristic of the 
database, with many more examples of normal customers 
than the available number of irregular patterns (technical 
and non-technical irregularities), the training and 
validation sets were equalized to avoid a biased 
behaviour of the neural networks. The datasets actually 
used in the experiments consisted of 3754 customers with 
technical irregularities, 3754 randomly selected 
customers with non-technical irregularities and 7508 
normal ones, also randomly chosen. For training, 75% of 
the balanced samples have been considered; the rest was 
left for validation. 

Five different databases were created, each to train 
one of the five neural networks that form the filtering 
committee. For each neural network, 10 training 
processes were realized and the best performing network 
from the validation set has been selected to form the 
committee. The early stopping methodology was used 
during each training process, which specifies the optimal 
number of epochs to avoid over fitting and attain best 
generalization performance. 

As the main objective of the proposed system was to 
increase the PPV of irregularity detection, two 
experiments were carried out: one considering the PPV as 
the error metric for the neural networks training, and 
another considering the general classification error as the 
metric used to select the best neural network. It was 
observed that the latter provided better results, since 
when the classification error for both classes is 
minimized, the PPV is indirectly maximized. Thus, in the 
following experimental results, the general classification 
error metric was used.   
 

     
BSP

1

BSP
2

BSP
12

BSP
0

122d

22d

121d
11d

21d

2x

2x1x

1x

1

2

12y

y (output)

   x1

Bi-partitioning

21

22

11

122121

x2

 
Figure 5: Example of an HNFB system and respective input space Partitioning 
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After all neural networks had been trained and the 
committee members had been selected, a test was carried 
out with the data of customers investigated during the 
months of February, March, July and August 2006. That 
test base has 4663 registers of inspected customers.  
Table 3 illustrates filtering results for one specific ZEI 
(Elementary Intervention Zones) of East Regional, in the 
same fashion of Table 1. 
 

Table 3: Results with the filtering committee 
 Committee 
 Irregular Normal 

Irregular 960 1164 

Normal 572 1970 
 PPVNN: 45.2% 
 Class. Error: 37.2% 
 PPVLight: 32.8% 

 
As can be observed, by using only the Filtering 

Module the PPV has already increased from 32.8% to 
45.2%.  
4.2 Classification 
The same inputs considered for filtering were initially 
considered for classification, performed by the HNFB 
system. After variable selection by the least-square 
estimator (LSE) [13], nine were effectively used as inputs 
to the system. The test database was identical to that used 
for testing in the filtering stage. 

It can be seen from the classification results shown in 
Table 4 that the VPP has improved even further, reaching 
51.2%. This attests the advantage of the proposed 
methodology. 
 

Table 4: Results for classification 
 Committee 
 Irregular Normal 

Irregular 991 943 

Normal 541 2191 
 PPVHNFB: 51.2% 
 Class. Error: 31.8% 
 PPVLight: 32.8% 

 
In addition to performing classification, the HNFB 

also produces fuzzy rules as a result. In this experiment 
45 rules have been generated, of which an example is: 
If Origin is low and minimum temperature is low then 
class is normal. 

5 Conclusions
This paper presented an intelligent system, based on a 
neural networks committee and on a Hierarchical Neuro-
fuzzy BSP system, to identify consumers' frauds in an 
electrical distribution company of Rio de Janeiro, Brazil.  

The system is formed by two modules, one for 
filtering the database and another for actual classification 
of a consumer. The use of this methodology greatly 
improved the current fraud detection rate. 

Besides increasing the performance regarding the 
correct identification of fraudulent consumers, the system 
has the additional advantage of ranking irregular 
costumers as a result of the number of votes the neural 
networks committee provides to identify a customer as 
irregular.  

The proposed methodology is being applied to other 
areas covered by the company. Additionally, a clustering 
algorithm will be applied to non-residential consumers in 
order to group them in classes with similar consumption 
behaviour.  
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